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Introduction
Matrix optimizers normalize momentum. What changes when we also
constrain the weights?
How do manifold constraints interact with RMSNorm, weight decay,
and training precision?
We useMACRO to study activation scales, weight rotation, and the
update‐to‐weight ratio.

MACRO: A Single-Loop Constrained Optimizer

ForW ∈ Rp×n (p: output; n: input dimension), solve
min

W ∈M
L(W ) = Eξ[ℓ(W , ξ)].

We focus on the Frobenius and spectral constraints:
Mfro = {W : ∥W ∥F = R}, Mspec = {W : ∥W ∥2 = R}.

Msign‐Aligned Constrained Riemannian Optimizer:
Gt = ∇ℓ(Wt, ξt),
Mt = βMt−1 + (1 − β)Gt,

Φt = ΠTWtM(Mt), Ot = msign(Φt),

Dt = R Ot

∥Ot∥M + ϵ
, Wt+1 = PM(Wt − ηtDt).

Here ΠTW M is the tangent projection, msign(UΣV ⊤) = UV ⊤, and ∥·∥M
is the constraint norm.
One matrix‐sign evaluation; no inner bisection. The sign direction
need not remain tangent.
ηt: learning rate; β: momentum coefficient; ϵ: numerical stabilizer. Experiments use
PM(A) = RA/∥A∥M; spectral rescaling is not exact Euclidean projection.

Initialization-Based Radius Selection
Use a common multiplier r > 0 with norm‐specific scaling:

Rfro = r
√

p Rspec = r
√

p/n .

Let rX = ∥X∥F/
√

Nn and rY = ∥XW ⊤
0 ∥F/

√
Np for N input vectors.

Under normalized Gaussian initialization independent ofX ,
E[r2

Y | X ] = r2r2
X (fro), rY ≤ r rX (spec).

Convergence Guarantee

For compact C3 manifolds (e.g., Frobenius), a lower‐bounded smooth
loss, unbiased bounded‐variance gradients, and the theorem's parame‐
ter schedule give

min
0≤t<T

E∥∇ML(Wt)∥∗ = O(T −1/4),

where ∥·∥∗ is the nuclear norm. The spectral sphere is nonsmooth at repeated largest
singular values.

1. Activation Dynamics: Interplay with RMSNorm
Ablation: remove standard learnable RMSNorm layers from a 330M
Qwen3‐like model. Parameter‐free normalizations, QK‐norm, and
Norm‐Gated SwiGLU are retained (this is not a fully normalization‐free
architecture).

Learning rate
Optimizer 0.003 0.005 0.007 0.01 0.03
Muon 2.912 2.849 2.823 2.813 NaN
MACRO‐fro 2.901 2.825 2.787 2.758 2.781
MACRO‐spec 2.820 2.768 2.747 2.739 2.819

Validation loss after 8.9B tokens; lower is better. MACRO is stable across this tested
learning‐rate grid.

With standard RMSNorm: larger radii coincide with smaller learned
scale parameters γ. At 600M, varying r ∈ [1, 5] changes validation PPL
by at most 0.035 within each MACRO variant.
Takeaway: constraints and RMSNorm have aligned roles.

2. Rotational Dynamics: Interplay with Weight
Decay

Frobenius sphere. Define the matrix angle θt = ∠(Wt+1, Wt) and αt =
⟨Wt, Ot⟩F/(R∥Ot∥F ). Ignoring the numerical stabilizer, the projected
update satisfies

cos θt = 1 − ηtαt√
1 − 2ηtαt + η2

t

.

Thus θt ≈ ηt

√
1 − α2

t ≈ ηt for small steps and the empirically observed
αt ≈ 0.

Table 3: Radius sensitivity of MACRO under Frobenius and spectral constraints in the standard
RMSNorm architecture at the 240M and 600M model scales. We report final validation perplexity.

Constraint Learning Rate r = 0.5 r = 1 r = 2 r = 5

240M Model

MACRO-fro
0.008 20.911 20.816 20.781 20.772
0.016 20.669 20.542 20.526 20.518
0.032 21.739 21.381 21.286 21.288

MACRO-spec
0.004 21.500 21.129 21.062 21.044
0.008 21.103 20.678 20.535 20.457
0.016 21.385 20.981 20.833 20.738

600M Model

MACRO-fro 0.012 15.329 15.296 15.297 15.329
MACRO-spec 0.008 15.434 15.312 15.277 15.288

rotational dynamics of the weights. Weight decay balances radial shrinkage against the growth
induced by optimization updates, allowing weight norms and angular updates to approach a rotational
equilibrium [18, 19]. In other word, the late stage training with weight decay only changes the
rotational angle of consecutive updates, defined as θt = ∠(Wt+1,Wt) [18]. Such equilibrium
is achieved by weight decay empirically as analyzed in [18, 19]. Because of this gradual process,
standard optimizers undergo a long transient phase. During this early phase, parameter scales and
update angles remain unregulated. In contrast, explicit manifold constraints offer an explicit solution.
By restricting the optimization trajectory, the rotation angle θt exactly from the first iteration.

0 2000 4000 6000 8000
Train Steps

10 3

10 2

R
ot

at
io

n 
An

gl
e 

t

= 0.001 = 0.005 = 0.01 = 0.02 = 0.05

Figure 2: θt under Frobenius Sphere.

Static Rotational Equilibrium under the Frobenius
Sphere. Manifold constraints also fundamentally alter the
angular trajectory. Traditional weight decay requires a tran-
sient phase to reach rotational equilibrium [18]. Manifold
constraints bypass this phase entirely and enforce a pure rota-
tional state from the very first step. We explicitly quantify the
rotational angle for the Frobenius sphereMF (R). Define
αt := cos∠(Wt, Ot), substituting ∇̃t = (R/∥Ot∥F )Ot in
the update formula we have:

⟨Wt−ηt∇̃t,Wt⟩F = R2(1−ηtαt), ∥Wt−ηt∇̃t∥F = R
√

1− 2ηtαt + η2t .

Using this inner product constraint, we explicitly compute the rotational angle θt between consecutive
steps:

θt = arccos

(
⟨Wt+1,Wt⟩F
∥Wt+1∥F ∥Wt∥F

)
= arccos

(
1− ηtαt√

1− 2ηtαt + η2t

)
Applying the second-order Taylor expansion for the cosine function, we obtain a simple geometric
identity: θt ≈ ηt

√
1− α2

t ≈ ηt as αt ≈ 0 (details in Appendix C.3). This indicate that the Frobenius
sphere constraint directly enforces a steady-state rotation while standard weight decay penalizes the
norm to force a rotation. The full algebraic derivation is in Appendix C.3.

To empirically validate this dynamic, we train a 330M Qwen3-like architecture using a constant
learning rate 0.01 and various alignment ratios c ranging from [0.1, 5.0]. As Figure 2 shows, the
Frobenius rotation angle remains flat, confirming our derived identity θfro

t ≈ ηt.

Adaptive Rotational Equilibrium under the Spectral Sphere. We now analyze the rotation angle
θt for spectral sphere, which requires a different approach because spectral norm is not induced
by an inner product. Instead of a single global rotation angle, the rotation is anisotropic: different
singular subspaces rotate by different amounts. We focus on the maximum singular subspace, which
is a natural choice because the spectral sphere explicitly regulates the maximum singular value.
Let ut and vt denote the leading left and right singular vectors of Wt. We define the effective
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Frobenius: global matrix angle.

rotational angle for this primary direction as θt = max{θu, θv}, where θu = arccos(|u⊤
t+1ut|) and

θv = arccos(|v⊤
t+1vt|). We treat our unprojected update step −ηt · ∇̃t as the perturbation matrix,

with magnitude ∥∆Wt∥2 = ηtR. By Wedin sinΘ theorem [34, 35], we provide the following bound
(see Appendix C.4 for proofs):

max{sin θu, sin θv} ≤ ∥∆Wt∥2/∆1 ≈ ηtR/∆1.

Here we assume the leading singular value is unique, so the spectral gap ∆1 := R− σ2(Wt+1) > 0.
Substituting this definition into the above bound yields: sin θt ≲ ηtR

R−σ2(Wt+1)
. Applying the small-

angle approximation (sin θ ≈ θ), we obtain:

θt ≲ ηt

(
R

R− σ2(Wt+1)

)
. (5)
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(a) Principal rotation angle of the left leading singular
vector u1.
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(b) Principal rotation angle of the right leading singular
vector v1.

Figure 3: Rotational angle under the spectral constraint: The spectral rotation angles display high-
frequency variance. Despite this, both the u1 and v1 trajectories remain well-balanced and stable.
This dynamic behavior supports our Wedin bound analysis: the local spectral gap continuously
modulates these adaptive rotations.

Figure 3 visualizes the principal rotation angles under the spectral constraint. We used the same
setting as used in the Frobenius Sphere experiment depicted in Figure 2. Geometrically, the left
and right singular vectors u1 and v1 rotate the output and input features, respectively. Despite this
difference, both subspaces exhibit highly similar rotational trajectories, which indicates that the
input and output feature rotations remain well-balanced during training. Furthermore, comparing
the rotation angle under the spectral constraint (Eq. (5)) to the Frobenius case (θt ≈ ηt, Figure 2)
reveals a key difference. The Frobenius constraint imposes a static, global rotation determined
purely by constant hyperparameters. In contrast, the spectral constraint induces an adaptive rotation.
For the leading feature dimension, the training-dependent spectral gap R − σ2(Wt+1) explicitly
modulates the rotation angle. These distinct behaviors support our theoretical analysis. Overall,
manifold constraints provide a more principled approach for rotational regulation than weight decay.
We further study the effect of weight decay on MACRO and Muon. Table 11 in Appendix D.2 shows
that Muon is relatively sensitive to weight decay, and the optimal weight decay is also coupled with
the learning rate. In contrast, Table 10 in Appendix D.2 shows that adding weight decay to MACRO
changes the validation loss by at most 0.001 across both constraints and learning rates.

☞ Key Takeaway: (i) Weight decay is not needed if we use a manifold constraint optimizer.
(ii) Unlike weight decay, manifold constraints regulate rotation angle from the very first
iteration; while the Frobenius sphere enforces a static global rotation, the Spectral sphere
induces an adaptive, anisotropic rotation.

4.3 Weight-Update-Ratio Regulation Effect: Interplay with Training Precision

Low-precision master weight training can lose small increments during rounding. Standard remedies
include FP32 master weights [20], stochastic rounding, and compensated summation [21, 36]. Here,
we examine how manifold constraints affect training under reduced master weight precision. We train
the 240M and 600M Qwen3 models using TorchTitan [37], comparing the float32 and bfloat16
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Spectral: leading‐left‐vector angle.

Spectral sphere. Leading singular‐vector rotations vary during training;
the perturbation analysis depends on a positive local spectral gap.
Weight‐decay ablation. At 330M, changing weight decay from 0 to
0.1 changes MACRO validation loss by at most 0.001 across both con‐
straints and three learning rates.
Takeaway: no weight decay is needed on constrained weights; adding
constraints regulates rotation during training.

3. Relative Updates: Interplay with BF16 Precision
For the proposed update ∆Wt = −ηtDt, before projection and round‐
ing, MACRO‐fro enforces

ρt := ∥∆Wt∥F

∥Wt∥F
= ηt (ϵ = 0).

master weight precision settings. The BF16 configuration reduces the storage precision of parameters,
gradients, and optimizer state. Figure 4 shows the validation trajectories. Muon’s final validation-loss
increases are 1.1470 and 0.9394 at the two scales, compared with 0.0172 and 0.0239 for MACRO-fro
and 0.0317 and 0.0476 for MACRO-spec. MACRO has substantially less performance degradation than
Muon. The experimental setting and tuned results can be found in Appendix D.3.
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Figure 4: Validation-loss trajectories in the FP32 and BF16 configurations for the 240M and 600M
models. Insets enlarge differences during the late stage of training.

Update-Weight Ratio Alignment and update cancellation. The update-to-weight ratio [9, 14] plays
a crucial role here. To see this, we define ρt := ∥∆Wt∥F /∥Wt∥F = ∥∆Wt∥RMS/∥Wt∥RMS. For
full-rank matrix-sign directions , the three optimizers give

ρt =


ηt
√
d/∥Wt∥F , Muon,

ηt, MACRO-fro,

ηt
√

κ(Wt), MACRO-spec,

(6)

where d and κ are defined in (3). The Frobenius ratio follows the learning rate directly; the spectral
ratio is of the same order when κ remains bounded.

We now use these relative-update scales to analyze coordinate cancellation under BF16. For a scalar
w and an increment δ, nearest rounding produces QBF16(w + δ). The increment is canceled if
w + δ remains within the rounding interval of w [21]. A normal BF16 value, |w| = (1.m)22

E =
(1.m1, . . . ,m7)22

E , has a unit of least precision (ULP) of 2E−7 and a half-ULP of 2E−8. Any
increment δ will be canceled under nearest rounding if |δ| < 2E−8, i.e., the increment will be
canceled if |δ|

|w| <
2E−8

(1.m)22E
= 1

(1.m)228
. Note that the quantity 1

(1.m)228
is always between 1/510

and 1/256.
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Figure 5: The ∥Wt∥F of Key projec-
tion parameter

Now we inspect optimizer update step. Although the parameter
is a matrix rather than a scalar, we can still use the update-
weight ratio ρt to approximate the average relative scale be-
tween the update and the weight. Without a manifold constraint,
Muon may keep increasing the weight RMS norm during the
early stage of training while the update RMS norm remains
constant [38]. Such misalignment will introduce update cancel-
lation in Muon, leading to a much larger performance gap rel-
ative to full precision. Fig 5 empirically shows that Muon fails
to apply the weight-decay update because ηλ≪ 1/510, which
leads to weight accumulation from the very first step [39]. Af-
ter about 2500 steps, the Frobenius norm of the key-projection
weight under Muon increases to approximately 129. The up-
date scale is η|Ot|F = Θ(0.01

√
min{n, p}) = Θ(0.32), so

the update-weight ratio is approximately Θ(2× 10−3) ≈ 1/510. This tiny update-weight-ratio can
easily lead to update cancellation, which corresponds to the performance degradation from a very
early stage observed in Fig 4. On the other hand, both MACRO variants control the weight Frobenius
norm and incur loss degradation only when η decays below a certain threshold during the late phase
of training.
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Validation loss with FP32 (solid) and BF16 (dashed) parameter storage. Insets show late‐
training differences.

Final loss increase: BF16 − FP32 240M 600M

Muon 1.1470 0.9394
MACRO‐fro 0.0172 0.0239
MACRO‐spec 0.0317 0.0476

BF16 parameter, gradient, and state storage; no FP32 master copy. One seed; matched
schedules; no stochastic rounding or error compensation.

Interpretation: controlled relative updates help explain reduced can‐
cellation.

Standard Pre-training Results

Standard Qwen3‐like models on C4: 40 tokens per parameter, five
seeds; using TorchTitan.

Optimizer 240M 600M 1.2B

Muon 20.72 15.37 12.99
MuonH‐fro 20.55 15.23 12.92
MuonH‐spec 20.63 15.33 12.88
MACRO‐fro 20.58 15.29 12.85
MACRO‐spec 20.50 15.30 12.90

Validation perplexity (five‐seed means); best entries in bold.
Efficiency: MACRO‐fro adds 1.6% end‐to‐end step time versus Muon at 240M, using
plain implementations.


